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1 INTRODUCTION 

 

In offshore production units such as Floating Production Storage and Offloading (FPSO) systems, the primary 

processing of crude oil involves the separation of oil, gas, and water, supported by critical instrumentation 

— most notably, flow meters. Among these, orifice plate flow measurement remains widely adopted due to 

its simplicity, low cost, and operational reliability. However, ensuring measurement accuracy and promptly 

identifying anomalies — which may arise from sensor faults, obstructions, or process deviations — has 

become an increasingly complex challenge in modern offshore operations [1]. 

 

Despite the technological maturity of orifice plate meters, there remains a lack of robust, non-invasive 

methods for continuously monitoring their performance and detecting potential anomalies at an early stage. 

Reliable anomaly detection is essential for rapid fault diagnosis and correction, thereby enhancing 

operational efficiency and reducing economic losses and regulatory penalties [2]. 

 

In this context, the application of statistical and machine learning techniques presents a promising 

alternative, as these approaches enable the identification of behavioral deviations without requiring physical 

intervention in the measurement system. Deep learning models, particularly Autoencoders (AE) [4] and 

Siamese Neural Networks (SNN), have demonstrated notable success in anomaly detection tasks [3]. 

 

These methodologies have achieved encouraging results across several industrial domains, including 

reservoir monitoring [5], turbine health assessment [6], and furnace performance analysis [7], indicating 

strong potential for application in flow measurement diagnostics. Nevertheless, anomalies are inherently 

rare events, which limits the availability of large, well-labeled real datasets. To mitigate this challenge, 

synthetic datasets — as adopted in recent studies (e.g., [6] and [8]) — can be used to enhance model 

training and validation under 

controlled conditions. 

 

In this study, the performance of 

autoencoder- and Siamese-based 

models for anomaly detection in 

orifice plate flow measurements is 

systematically evaluated. Both 

synthetic data, generated through a 

virtual flow metering framework, and 

real data obtained from operational 

offshore production platforms are 

employed to assess model 

performance under diverse operating 

scenarios. 

 

2 GAS FLOW MEASUREMENT 

2.1 FLOW RATE MODEL 

 

A typical gas metering system consists of a flow measurement element and an electronic gas measurement 

system. Figure 1 illustrates a representative configuration of an orifice plate flow metering installation, 

where the measurement elements include the metering tube, the orifice plate, and the pressure and 

temperature sensors. The electronic system, which includes the flow computer, is responsible for calculating 

the flow rate based on mathematical modeling, process conditions — pressure (𝑝1) , temperature (𝑇), 

differential pressure (∆𝑝), and gas composition — as well as the orifice plate diameter (𝑑) and the metering 

tube diameter (𝐷). 

 

Fig. 1 – A typical gas flow measurement system with orifice plate 

 



The measurement principle involves inserting an orifice plate into a pipeline section, which creates a 

restriction to the flow and, consequently, a pressure difference across the plate. The mathematical modeling 

of this phenomenon is based on Bernoulli’s equation, which provides a theoretical flow rate. By introducing 

correction factors, the following equation is obtained for calculating the mass flow rate through an orifice 

plate: 

𝑞𝑚 =
𝐶𝑑

√1 − 𝛽4
𝜀𝐴√2Δ𝑝𝜌 

where: 

• A = πd2/4 and β = d/D: ratio between the orifice plate diameter and the pipe diameter; 

• ρ: fluid density at process pressure (𝑝1) and temperature (𝑇); 

• 𝐶𝑑: discharge coefficient, which corrects the discrepancy between theoretical and actual flow; 

• 𝜀: expansion factor, introduced to account for the fluid expansion as it passes through the orifice 

plate. 

 

The ISO 5167 [9] standard defines the empirical formula for the expansion factor 𝜀 and specifies the valid 

operating ranges. The expansion factor depends on β, the pressure ratio p2/p1 (downstream to upstream 

pressure), and the gas isentropic coefficient (κ). Another empirical factor defined by ISO 5167 is the 

discharge coefficient 𝐶𝑑 , determined experimentally by comparing the measured and theoretical flow 

values. The discharge coefficient depends primarily on the Reynolds number (𝑅𝑒), the pressure tap 

configuration, the diameter of the straight pipe section ( 𝐷), and the beta ratio (β): 

 

𝐶𝑑 = 𝑓(𝑅𝑒, 𝐷, β,tap type) 

 

To calculate the flow rate, the gas 

density must be known. Typically, 

the gas density is determined 

using equations of state defined in 

the AGA-8 standard [10]. Another 

essential parameter is gas 

viscosity. Flow computer 

manufacturers employ different 

models for viscosity estimation. In 

this study, the LBC–Lorenz 

correlation is used, which 

expresses viscosity as a fourth-

degree polynomial function of the 

reduced fluid density [11]. Figure 

2 summarizes the overall gas flow 

calculation method based on ISO 5167, the AGA-8 equation of state, and viscosity correlation. Using this 

computational model and the process variables, it is possible to obtain the gas flow rate, enabling the 

implementation of a virtual flow meter model. 

 

2.2 ANOMALIES 

 

The term anomaly refers to observations that deviate significantly from the expected behavior within a 

dataset [12]. In the context of orifice plate flow measurement, the system can be represented as a 

multivariate time series, where anomalies manifest as atypical behaviors in process variables or 

configuration parameters. Anomalies are typically categorized into three main types: 

 

• Point anomaly – occurs when a single observation significantly differs from the rest of the data (e.g., 

isolated peaks or outliers). 

• Contextual anomaly – an observation that appears normal in general, but becomes anomalous in a 

specific temporal or operational context (e.g., a value that becomes unusual after a sudden pressure 

drop). 

• Collective anomaly (or sequence anomaly) – a sequence of observations that, as a whole, exhibits 

anomalous behavior, even if individual points appear normal (e.g., an unexpected trend or long-

term drift). 

 

Failures and operational events in gas metering systems frequently manifest in one or more of these 

anomaly types. Table 1 categorizes the most common error sources and relates them to their typical 

Fig. 2 – Flow rate calculation model 

 



anomaly patterns. Although not exhaustive, this classification encompasses the most recurrent causes 

identified through empirical analysis of operational data. 

 

Based on the behavior of these anomalies and using flow data generated by the virtual metering model, it 

is possible to inject such anomalies artificially into process variables to simulate abnormal conditions in 

orifice plate flow measurement systems 

 

Table 1 – Most common anomalies in orifice flow meter. 

Source of Anomaly Description 

Configuration Error  Incorrect static parameters entered into the flow computer (e.g., wrong gas 

composition), leading to invalid flow calculations. 

Constant Reading 

(Freezing) 

A process variable (e.g., differential pressure) remains fixed for an atypical 

duration due to sensor failure, saturation, or calibration error. 

Spikes and Extreme 

Values (Outliers) 

Sudden, transient deviations caused by signal noise or abrupt instrumentation 

failures. 

Sensor Failure Persistent deviation in the measurement pattern, appearing as excessive noise 

or gradual signal drift. 

Process Instability Significant flow variations (e.g., pressure drops) caused by real operational 

events such as valve operations, deviating from normal behavior. 

Liquid 

Contamination 

Presence of liquid phase that distorts the reading, generating erratic patterns 

or typically negative differential pressure values. 

 

3 MACHINE LEARNING 

 

Machine Learning (ML) is a branch of Artificial Intelligence that builds models capable of extracting patterns 

from data rather than relying on explicit, rule-based programming [13]. In supervised learning, the dataset 

consists of labeled pairs  𝒟𝓈 = {(𝑥𝑖, 𝑦𝑖)}𝑖=1
𝑛

, and the goal is to learn an approximate function  𝑔𝜃 such that 

𝑦̂ =  𝑔̂𝜃(𝑥)  minimizes a loss function ℒ(𝑦̂, 𝑦) over the examples in 𝒟𝓈 . Training adjusts the parameters θ 

through optimization (e.g., gradient descent), possibly including regularization terms to improve 

generalization to unseen data [14]. 

 

In unsupervised learning, the data lack labels  𝑦, but the learning process is still guided by explicit 

objectives, such as minimization of reconstruction loss, as in autoencoders. Autoencoders (AEs) are 

unsupervised models trained to reproduce their inputs, i.e., ŷ ≈ x. The network is composed of an encoder, 

which compresses the input into a latent representation, and a decoder, which attempts to reconstruct it 

from that representation. Analyzing the reconstruction error allows the identification of anomalous patterns 

or deviations from normal data behavior. 

 

Conversely, Siamese Neural Networks (SNNs) are supervised models trained with pairs of samples (xN, xS). 
Each subnetwork shares the same weights and produces latent representations ℎ𝑁 and ℎ𝑆 . Training aims 

to minimize a contrastive loss function such that the network yields a low distance (high similarity) when 

𝑥𝑆 is similar to 𝑥𝑁  (normal behavior) and a high distance when 𝑥𝑆 is dissimilar (indicative of an anomaly). 

Consequently, SNNs learn a discriminative metric capable of distinguishing between normal and anomalous 

samples. 

 

3.1 AUTOENCODERS 

 

An Autoencoder (AE) is a neural architecture composed of an encoder 𝐸𝜃  and a decoder  𝐷𝜃, both 

parameterized by θ. The encoder maps an input 𝑥 ∈ 𝑅𝑛  to a latent representation ℎ = 𝐸𝜃(𝑥) and the 

decoder reconstructs the input through the transformation 𝑥̂ = 𝐷𝜃(ℎ) = 𝐷𝜃(𝐸𝜃(𝑥)).The network is trained 

to minimize a reconstruction loss ℒ𝓇ℯ𝒸(𝑥, 𝑥̂)  — typically the Mean Squared Error (MSE) or Mean Absolute 

Error (MAE) — over a training set composed primarily of normal examples. After training, an anomaly score 

is defined based on the reconstruction quality, for instance: 

𝑅𝐸𝐶(𝑥, 𝑦̂) = ||𝑥 − 𝑦̂|| 
 

An observation 𝑥 is flagged as anomalous when 𝑅𝐸𝐶(𝑥, 𝑦̂) >  𝜏, where 𝜏 is a predefined threshold. To 

prevent the AE from learning a trivial identity mapping and to enforce the extraction of meaningful features, 

the latent space is commonly constrained such that 𝑑𝑖𝑚(ℎ)  < dim(𝑥) [15]. Figure 3 illustrates an 

autoencoder model with encoder, decoder and latent space. 



 

The encoder and decoder architectures can be 

implemented using standard neural structures such 

as Multilayer Perceptrons (MLP), Convolutional 

Neural Networks (CNN), or Recurrent Neural 

Networks (LSTM) [15]. 

 

For time series data, it is recommended to employ 

sliding windows and to normalize each variable 

individually. The choice of normalization strategy 

and anomaly score aggregation scheme (per point, 

per window, or per feature) directly impacts the 

detector’s sensitivity. 

 

3.2 SIAMESE NETWORKS 

 

Siamese Neural Networks (SNNs) consist of two identical encoding subnetworks 𝐸𝜃 ,used to measure the 

similarity between two inputs. This similarity is quantified by the distance between their corresponding 

latent representations. For a pair of samples (𝑥𝑁, 𝑥𝑆) , we obtain  ℎ𝑁 = 𝐸𝜃(𝑥𝑁)  and  ℎ𝑆 = 𝐸𝜃(𝑥𝑆) [16]. The 

similarity between these representations is computed using a distance metric such as the Euclidean distance 

D = ||ℎ𝑁 − ℎ𝑆||2. The network is trained using the standard contrastive loss function: 

 

ℒCL = (1 − 𝑦)𝐷2  + 𝑦 ⋅ max{ 0, 𝑚 − 𝐷}2 

 
where 𝑦 ∈ {0,1}  indicates similar/dissimilar pairs, 

and  𝑚 >  0 is the margin parameter defining the 

desired minimum separation between dissimilar 

samples. 

 

For anomaly detection tasks, the SNN is often 

combined with an Autoencoder (AE), as illustrated in 

Figure 4. This hybrid architecture, inspired by the 

works of [8] and [17], is particularly effective in few-

shot scenarios (with limited labeled anomalies) and 

when the objective is to learn a discriminative metric 

in addition to reconstructing normal data. This SNN 

model optimized through a composite loss function, 

commonly referred to as the triplet loss, expressed as:  

 

ℒ = ℒℛℰ𝒞 + ℒ𝒞ℒ + ℒ𝒫𝒞ℒ 

 
where ℒℛℰ𝒞 is the reconstruction loss (e.g., MSE) 

and ℒ𝒫𝒞ℒ (partial contrastive loss) penalizes overly 

accurate reconstructions for samples labeled as 

anomalous. The combination of these loss components enables the model to learn not only a compact 

representation of normal data but also heightened sensitivity to anomalous deviations. During inference, 

anomalous samples typically exhibit high reconstruction errors and/or greater distances in latent space, 

thereby signaling the presence of anomalies [17]. 

 

 

4 METHODOLOGY 

 

Synthetic Data 

 

A synthetic dataset was generated to reproduce process signals — including static pressure, differential 

pressure, temperature, and composition — simulating the typical operational ranges and dynamic behaviors 

of a measurement system. Plausible operational intervals were defined, and the signals were perturbed with 

periodic components and stochastic noise (controlled random walk). 

 

These generated signals were then used as input to a virtual flow meter to calculate flow rate and gas 

properties. The dataset consisted of 10000 normal samples and 10000 anomalous samples, with 

approximately 2% anomalies. The injected anomalies simulated realistic operational events, such as 

Fig. 3 – An autoencoder model architecture. 

 

Fig. 4 – An Architecture of a Siamese Network 

combined with an Autoencoder. Adapted from 

[8]. 

 



pressure spikes, temperature drops, increases in ΔP, composition changes, and instrument failures (e.g., 

zeroing or blockage over a period). 

 

Real Data 

 

Operational data were collected from offshore production units, comprising six gas measurement systems 

based on orifice plates. For each meter, the following variables were recorded: reference flow rate, 

differential pressure (∆𝑝), static pressure, temperature, diameters, and gas composition, totaling 21 

variables. Periods of stable operation were used to construct normal datasets, while segments containing 

abnormal events were manually labeled as anomalies, resulting in the real anomalous dataset. 

 

Architecture and Training 

 

The preprocessing steps applied to the datasets included: 

• Cleaning: Removal of non-numeric entries and filtering of extreme outliers, when applicable; 

• Variable-wise normalization: Different normalization strategies were tested — standard, robust, min–

max, and max–abs [18]; 

• Temporal windowing (sliding windows): Transformation of series data from (𝐵, 𝐹)   to format 

(𝐵, 𝐿, 𝐹) , where 𝐵 is the batch size, 𝐹 the number of process variables (features), and 𝐿 ∈
{8,16,32,64} the temporal window length. 

 

Architectures based on Autoencoders (AEs) and Siamese Neural Networks (SNNs) were evaluated, 

employing three types of internal layers: Multilayer Perceptrons (MLP), one-dimensional Convolutional 

layers (1D-CONV), and Long Short-Term Memory (LSTM) layers. The encoder and decoder were designed 

symmetrically, with variations in the number of layers and neurons per layer. Representative configurations: 

 

• AE-MLP and SNN-MLP: Three hidden-layer configurations were tested — small [8, 4, 8], medium 

[16, 8, 16], and large [32, 16, 32] — where each number denotes the neurons per layer. 

• AE-CONV and SNN-CONV: Between 4 and 32 filters were used, with kernel sizes ranging from 5 to 

9, and varying numbers of layers. 

• AE-LSTM and SNN-LSTM: Stacked layers were employed with 4 to 64 units. 

 

The AE models were trained exclusively on normal data, using the Mean Squared Error (MSE) as the 

reconstruction loss function. The dataset was divided into 80% for training and 20% for validation. 

For the SNN models, sample pairs of types (normal–normal) and (normal–anomalous) were generated. 

Training followed the same structural setup as the AEs, adopting contrastive loss or triplet loss functions as 

appropriate. All models were trained using the Adam optimizer, with an initial learning rate of 0.01, adaptive 

learning rate decay, batch sizes between 64 and 128, an early stopping criterion (patience = 10), and 50 

to 100 training epochs. 

 

Evaluation and Calibration 

 

Model performance was assessed based on reconstruction errors (MSE and MAE) and classification metrics 

derived from the confusion matrix. The classification metrics included Precision, Recall, F1-Score, and Area 

Under the ROC Curve (ROC-AUC), evaluating the model’s ability to correctly identify anomalies. The 

threshold 𝜏 used to classify a sample as anomalous was calibrated by selecting the value that maximized 

the F1-Score on the Precision–Recall curve. 

 

5 RESULTS 

 

Synthetic Data 

 

Table 2 presents the results of the best-performing models for each configuration type. The metrics Mean 

Absolute Error (MAE), F1-Score, Precision, and Recall are illustrated graphically in Figure XX. 

 

Table 2 – Performance metrics of the best models. 

Name Model Layer MAE τ Precision Recall F1 

AE-MLP ae mlp 0.03 0.69 0.92 0.43 0.59 

AE-CONV ae conv 0.05 0.78 0.64 0.40 0.50 

AE-LSTM ae lstm 0.05 0.73 0.95 0.44 0.60 

SNN-MLP snn mlp 0.13 1.33 0.99 0.45 0.61 

SNN-CONV snn conv 0.10 1.21 0.99 0.42 0.59 

SNN-LSTM snn lstm 0.08 0.94 0.99 0.45 0.62 



 

The Autoencoders (AEs) exhibited the lowest reconstruction errors (MAE), as expected, since their training 

directly minimizes this objective. In contrast, the Siamese Neural Networks (SNNs)—which use a triplet loss 

function—showed higher reconstruction errors but demonstrated superior capability in separating normal 

and anomalous classes. Among 

the different architectures, 

models employing LSTM layers 

achieved the best overall 

performance in terms of F1-

Score, both for AE and SNN 

variants. 

 

Overall, the SNN models 

achieved slightly better 

performance compared to their 

AE counterparts, particularly in 

the F1-Score metric. This 

improvement stems from the 

fact that the triplet loss 

encourages a more  

discriminative separation 

between the latent 

representations of normal and 

anomalous samples, resulting in high precision (0.99) and slightly improved recall. The SNN-LSTM model 

stood out as the best classifier, achieving the highest F1-Score among all evaluated architectures. 

 

Although the LSTM-based models achieved the best general performance on this dataset, the SNN-MLP and 

SNN-CONV architectures also demonstrated competitive results, with F1-Scores only slightly lower. 

However, it was observed that the low recall (below 0.45) recorded across all models was associated with 

the difficulty in detecting anomalies in the temperature time series variable. When this variable was removed 

from the training set, the SNN-MLP model’s metrics improved significantly: recall increased from 0.45 to 

0.79, and the F1-Score rose from 0.61 to 0.87. 

 

Real Data 

 

The real datasets used in this study were collected from six gas measurement systems, referred to as smed1 

through smed6. Similar to the approach adopted for the synthetic datasets, the models were trained 

exclusively on normal data and subsequently evaluated on datasets containing anomalies. Due to 

computational performance constraints, only half of the total available data was used for training and 

evaluation. The normal datasets contained between 150,000 samples (smed1) and 378,000 samples 

(smed3), while the anomalous datasets ranged from 300,000 to 600,000 samples, with 10,000 to 56,000 

corresponding to anomalous records. 

 

Table 3 – Performance metrics for each real dataset.  

Dataset Model Layer MAE τ Precision Recall F1 

smed1 ae mlp 0.57 6.02 0.94 0.88 0.91 

smed2 snn mlp 1 5 0.01 0.62 0.02 

smed3 ae conv 0.49 2.12 0.12 0.99 0.22 

smed4 ae mlp 0.75 3.71 1 0.88 0.94 

smed5 snn lstm 0.86 3.47 0.97 0.56 0.71 

smed6 ae lstm 0.62 1.09 0.19 0.95 0.31 

 

Table 3 summarizes the best results obtained for each measurement system, considering the F1-Score as 

the main performance metric. Figure 6 also illustrates the performance of the metrics for each dataset. In 

general, both AE and SNN models exhibited comparable performance on the smed1 and smed4 datasets, 

indicating consistency between supervised and unsupervised approaches under these conditions. For 

smed5, the SNN-based models outperformed the AEs, achieving higher F1-Scores, suggesting that the 

contrastive/triplet loss function was more effective for this dataset. 

 

Fig. 5 – Construction error (MAE), F1-Score, Precision and Recall for 

each model. 

 



Conversely, in the smed2, smed3, and smed6 datasets, none of the evaluated models achieved satisfactory 

F1-Scores, indicating that anomalies in these datasets were more subtle and harder to distinguish. The 

analysis of the latent 

spaces confirmed this 

difficulty, showing 

substantial overlap 

between normal and 

anomalous samples, 

which hindered class 

separation. This overlap 

suggests that the models 

failed to learn sufficiently 

discriminative 

representations during 

training, possibly due to 

the high level of noise and 

variability present in these 

datasets. 

 

 

 

The reconstruction error analysis also revealed that, in some datasets (particularly smed5), gas composition 

variables exhibited significantly higher MAE values, which may have compromised anomaly detection in 

other correlated variables. A potential strategy to mitigate this issue would be to adopt variable-specific 

decision thresholds instead of a single global threshold. 

 

In summary, the results demonstrate that the performance of anomaly detection models depends strongly 

on the quality and clarity of the input data, rather than solely on the network architecture complexity. For 

noisier or more heterogeneous datasets, it may be necessary to apply additional preprocessing steps, define 

per-variable anomaly limits, and adopt more robust or hybrid architectures to improve generalization and 

class separation capability. 

 

6 CONCLUSION 

 

This work presented a systematic evaluation of machine learning–based models, focusing on Autoencoders 

(AE) and Siamese Networks (SNN), applied to anomaly detection in flow measurements. The study utilized 

both synthetic data, generated by a virtual meter, and real data from six gas measurement systems, 

manually labeled.  

 

The results demonstrated that both models—AE and SNN—are effective in anomaly detection, showing 

overall good performance in terms of F1-Score. Siamese networks (SNN) exhibited, on average, a slightly 

higher F1-Score compared to autoencoders, highlighting better separability between normal and anomalous 

samples due to the contrastive/triplet loss function, which promotes discrimination in the latent space. 

 

The effectiveness of the architectures (MLP, CNN, or LSTM) was found to be dependent on the characteristics 

of the dataset. For synthetic data, LSTM-based models achieved the best performance, likely due to their 

more effective capture of temporal dependencies in the series. For real data, LSTM architectures maintained 

slightly superior or equivalent performance compared to simpler structures, such as MLP networks, 

indicating that additional complexity does not always lead to significant gains under conditions of noise and 

variability. 

 

Analysis with synthetic data also revealed that subtle anomalies in specific variables, such as temperature, 

can mask the model's overall performance. The removal of this variable resulted in a substantial increase 

in F1-Score and recall, underscoring the importance of careful variable selection in the modeling process.  

 

In real data, performance was heterogeneous across the analyzed systems. In more stable systems, all 

models yielded satisfactory results. However, in systems with high variability and noise, such as smed2 and 

smed6, none of the models achieved satisfactory performance, reinforcing the challenge of anomaly 

detection in complex and noisy operational environments. 

 

As future directions, the use of advanced generative models, such as GANs, is proposed for generating more 

realistic synthetic data, alongside the application of noise-reduction techniques to improve performance on 

real data. Additionally, the development of more sophisticated detection methods is suggested, including 

adaptive thresholds per variable or density analysis in the latent space. 

Fig. 6 – Perfomance metrics for each real dataset. 
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